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Abstract. Pixel-level segmentation masks are expensive to annotate,
particularly in chest X-rays, where anatomical structures overlap and
pathological boundaries are often ill-defined. Bounding boxes (BBoxes)
provide a lower-burden form of localization supervision and are avail-
able in several chest X-ray datasets. We present LocSAM3, a mask-free
adaptation of SAM3 for text-only anatomy and pathology segmentation
that uses only BBoxes and concept names during training. Rather than
learning radiograph-specific masks directly, LocSAM3 adapts SAM3’s
concept-grounding and localization modules while keeping its pretrained
mask decoder and more than 95% of its vision backbone frozen. The fixed
decoder then converts the learned in-domain localization into a pixel-level
prediction. During inference, the model receives only an image and a
text concept. On a 10-class MIMIC-CXR benchmark, LocSAM3 improves
text-only segmentation over Medical-SAM3 from 0.48 to 0.69 mIoU for
anatomical structures and from 0.09 to 0.53 for pathological findings.
These results demonstrate that coarse localization annotations can sup-
port effective text-to-pixel adaptation in chest X-rays without requiring
dense mask annotations for training or spatial prompts at inference.

Keywords: Medical image segmentation · Text-guided segmentation ·
Bounding box supervision · Chest radiography · SAM3.

1 Introduction

Dense segmentation annotation is a major bottleneck in medical imaging. Pro-
ducing a pixel-level mask requires tracing the complete target boundary, which is
time-consuming for well-defined anatomy and especially difficult for overlapping
structures or diffuse abnormalities [23]. Bounding boxes (BBoxes) represent a
substantially lower annotation burden compared to this labor-intensive process,
offering a scalable alternative for clinical supervision. Given that boxes and con-
cept names are much cheaper and faster to acquire than dense masks, as leveraged
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by datasets like Chest ImaGenome [24], this motivates a practical question: Can
boxes and concept names replace target, domain pixel masks when adapting a
model for text-to-mask segmentation? Such models could ground clinical concepts
in image regions for downstream tasks such as report grounding and temporal
knowledge graphs [14,13,26], but requiring a user-provided point or box for every
prediction limits automation. We therefore study a harder setting in which the
model receives only a chest X-ray and a text concept and must both localize and
segment the target.

Promptable foundation models offer a natural starting point, but chest ra-
diography presents two challenges. First, grayscale appearance, superimposed
anatomy, and weak boundaries make localization from appearance alone diffi-
cult [17]. Reliable grounding also requires anatomical priors because thoracic
structures occupy characteristic locations [1,25]. Second, always supplying boxes
during training can create a shortcut, where the model learns to refine a given
region rather than localize it from text, leading to poor text-only performance
when the box is removed.

We introduce LocSAM3, a box-supervised adaptation of SAM3 [2] for text-
only inference. It never uses pixel masks for optimization, rather, we adapt
SAM3’s concept-grounding and localization modules while keeping the mask
decoder frozen, and the box is supplied as an input prompt for only a random
subset of training examples, so the model learns to localize from text alone.
Our contributions are:

1. Formulating a target-domain mask-free setting in which models learn from
concept names and BBoxes, thereby removing reliance on expensive pixel-level
annotations during adaptation.

2. A controlled empirical analysis demonstrating that current medical foundation
models suffer spatial collapse in chest radiography under text-only inference.

3. We introduce LocSAM3 as a practical adaptation framework, utilizing box-
prompt dropout and parameter-efficient fine-tuning to overcome prompt
dependency and achieve robust text-only grounding.

4. On a 10-class MIMIC-CXR [10] benchmark, LocSAM3 improves text-only
mIoU over Medical-SAM3 for both anatomy (0.48 to 0.69) and pathology
(0.09 to 0.53), proving that partial box prompting is highly effective.

2 Related Work

Before foundation models, medical segmentation relied on task-specific CNNs; e.g.,
a model trained on pulmonary opacities could not segment cardiac boundaries
without retraining. The Segment Anything Model (SAM) family removed this
restriction [12]: SAM and SAM2 [20] generate masks from spatial prompts, and
SAM3 [2] extends this to text-to-mask inference through Promptable Concept
Segmentation (PCS). Trained mainly on natural RGB images, these models
transfer poorly to low-contrast radiographs. Vision-language localization models
share this limitation: GroundingDINO [16] enables open-vocabulary localization
from text but is limited to BBoxes, and DINOv3 [21] produces strong Vision
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Fig. 1. Training procedure of LocSAM3. The ground-truth box b is jittered and injected
as an input prompt only with probability r (box-prompt dropout). Only the text encoder
and the Detector, Geometry, and Presence heads are trained, with a minimal pos_embed
update, while more than 95% of the vision backbone is frozen.

Transformer (ViT) features but lacks a mask decoder. Lightweight adapters such
as SAM4MLLM [4], which uses an LLM to generate point prompts for a frozen
SAM, and SAM3-Adapter [3], which adds trainable bottleneck layers, leave the
core perception weights largely unchanged.

In the medical domain, several works have already moved toward text-driven
segmentation, but none have closed the text-only gap we study. Grounding DINO-
US-SAM [19] performs fully automated text-prompted ultrasound segmentation
by pairing a LoRA-tuned Grounding DINO detector with a frozen SAM2 decoder;
the box is generated internally from text, but this is a two-stage detect-then-
segment pipeline on a different modality that leaves the segmentation model
off-the-shelf. MedSAM3 [15] adapts SAM3 to medical PCS by fine-tuning only
its detector and is text-promptable, but its text-only mode is reported to be
weaker than its text+BBox mode, i.e., the same prompt dependency we remove.
Full fine-tuning does not resolve this either: although Medical-SAM3 [9] is fully
fine-tuned without bounding box prompts during training, it attains reasonable
accuracy only when provided with BBoxes at inference and collapses under
text-only inference, especially on dense, overlapping structures such as the heart.
In contrast, LocSAM3 targets the text-only setting directly: it withholds the
BBox for a fraction of training samples so that a single SAM3 model learns to
localize from text alone, without any pixel-mask supervision.

3 Methodology

Let x ∈ RH×W×3 be a chest X-ray, c a target concept, and b ∈ R4 its BBox. A
binary mask y ∈ {0, 1}H×W is used only for held-out evaluation and never for
optimization. Our goal is to learn text-only segmentation,

ŷ = fθ(x, c),
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using only concept and box supervision. As illustrated in Figure 1, the box is
always a supervision target but is provided as an input prompt only for a subset
of training examples.

3.1 Parameter-Efficient Model Adaptation

We build on SAM3 [2], which comprises vision and text encoders, a Detector, a
Geometry Encoder, a Presence Head, and a mask decoder. To reduce overfitting
and catastrophic forgetting on limited medical data [22], we train the text
encoder, Detector, Geometry Encoder, and Presence Head while freezing more
than 95% of the vision backbone; only its positional embeddings (pos_embed)
are updated, using a learning rate of 10−7, to permit limited adaptation to chest
X-ray geometry [6]. The mask decoder remains frozen and provides the pretrained
dense-segmentation prior.

3.2 Mask-Free Box-and-Concept Supervision

Because the detector predicts a fixed set of candidate boxes, predictions are first
matched to ground-truth annotations using Hungarian assignment. The model is
optimized using a composite objective devoid of pixel-mask terms:

L = λboxLbox + λgiouLgiou + λclsLcls + λpresLpres.

Here, Lbox = ||b− b̂||1 computes the L1 distance between the ground-truth (b) and
predicted (b̂) coordinates, while Lgiou = 1− GIoU(b, b̂) enforces scale-invariant
structural alignment. Concept matching is supervised via focal loss (Lcls), and a
binary cross-entropy presence loss (Lpres) penalizes hallucinated concepts. The
frozen SAM3 decoder subsequently converts these localized representations into
a dense mask.

3.3 Box-Prompt Dropout for Text-Only Inference

BBoxes provide useful spatial guidance in chest X-rays, where structures overlap
and pathological boundaries are diffuse, but always supplying a box during
training makes the model depend on a prompt that is unavailable at text-only
deployment. Therefore, we treat the box as a supervision target rather than as
an optional input prompt.

The target b is retained for every training example. A perturbed copy b̃ = J (b),
generated using random noise (σ = 0.1, shift ≤ 20 px), is supplied as input only
with probability r:

z ∼ Bernoulli(r), pb =

{
b̃, z = 1,

∅, z = 0.

Training is conditioned as ŷ = fθ(x, c, pb), whereas inference always uses pb = ∅.
Perturbation discourages copying the exact target coordinates, and dropout
exposes the model to both box-guided and text-only examples, so r trades
geometric guidance against the text-only deployment condition. This mechanism
is related to conditioning and modality dropout [8,18].
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4 Experiments

4.1 Datasets and Splits

We use MIMIC-CXR-JPG [11] as the image source and combine annotations
from three complementary resources. For anatomy, we consider the Heart, Left
Lung, and Right Lung. BBoxes are obtained from Chest ImaGenome [24], while
CheXmask [7] provides masks used only for evaluation. We retain CheXmask
annotations with Reverse Classification Accuracy (RCA) ≥ 90%. This subset
contains 1,365 training, 186 validation, and 110 test radiographs. For pathology,
we use the predefined splits of MIMIC-CXR-Ext-ILS [5] and include Atelectasis,
Cardiomegaly, Consolidation, Edema, Effusion, Opacity, and Pneumonia.

The anatomical and pathological subsets form a 10-class benchmark. Prompts
are standardized to short concept names without ensembling. The pathology
training set is imbalanced, ranging from 3,919 concept–image instances for Consol-
idation to 40,243 for Cardiomegaly. We oversample and augment underrepresented
classes during training only; validation and test distributions remain unchanged.
Because all annotation resources are linked to the longitudinal MIMIC-CXR
collection, we audit splits using patient identifiers. The train, validation, and
test partitions are pairwise patient-disjoint, including across the anatomical and
pathological subsets: no subject_id occurs in more than one partition.

4.2 Baselines

We compare LocSAM3 with Medical-SAM3 [9] under text-only inference, where
each model receives an image and concept name but no spatial prompt. We
additionally evaluate text+box inference to measure dependence on explicit local-
ization cues. For a fair comparison, all models use the same test instances, concept
prompts, input resolution, output-selection rule, and mask post-processing.

4.3 Implementation Details

We train LocSAM3 for 30 epochs on six NVIDIA RTX 3090 GPUs using AdamW,
bfloat16 mixed precision, and an effective batch size of six. The model uses
dmodel = 256, 200 queries, and early fusion with one feature level. Learning rates
are 5× 10−6 for the trainable transformer modules, 1× 10−6 for the text encoder,
and 1× 10−7 for the trainable vision parameters. We use an inverse-square-root
schedule, weight decay 0.05, vision layer decay 0.95, and gradient clipping with
maximum norm 0.01.

Training assignment uses Hungarian matching with box and class costs, plus
a one-to-many auxiliary matcher. The objective contains box, GIoU, concept-
classification, and presence losses. Training images are processed at resolutions up
to 1008× 1008 and augmented with shifts, scaling, rotations up to 7◦, brightness
and contrast changes, and Gaussian noise or blur. For the smaller anatomical
subset, we generate five augmented training variants per image. Unless otherwise
stated, results use the final checkpoint and random seed 300.
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4.4 Box-Prompt Ablation

Using the three anatomical classes, we vary the box-prompt rate r ∈ {.0,.2,.4,.6,.8,1.0}
and evaluate each resulting model under text-only inference, isolating the effect
of training-time box exposure on prompt-free performance. Both endpoints are
suboptimal: at r = 1.0 the model never trains without a box and transfers poorly
to text-only inference, while low rates provide little spatial guidance. Validation
performance peaks near r = 0.6 (a box-drop probability of 0.4), which we fix
before evaluating the 10-class test benchmark. Due to space constraints, the com-
plete visual sensitivity analysis plot for all dropout rates, targeted loss-component
ablations, and extended baseline performance discussions are available on GitHub:
https://kirellos-nashed.github.io/LocSAM3/.

4.5 Evaluation Protocol

We report IoU and Dice for each positive concept–image test instance. Scores are
first averaged within each class. The Overall pathology result is then computed as
a sample-weighted average because class frequencies differ substantially; it covers
2,217 test instances. The anatomical classes contain equal numbers of evaluated
instances, so weighted and unweighted class averages are identical. At inference,
we select the predicted mask associated with the highest-scoring matched concept
query and binarize it using a threshold selected on the validation set. If the model
returns no valid mask, the instance receives an IoU and Dice score of zero.

5 Results and Discussion

Text-only segmentation. Table 1 compares both models under the intended
deployment condition: each receives only an image and text concept, with no
spatial prompt. The overall LocSAM3 adaptation design outperforms Medical-
SAM3 on all ten classes, improving overall anatomy mIoU by 0.211 (0.691 vs.
0.480) and instance-weighted pathology mIoU by 0.441 (0.526 vs. 0.085). The
class-macro pathology mIoU also rises from 0.064 to 0.446, so the gain is not
driven only by frequent classes. The largest gains occur for cardiomegaly (+0.759),
opacity (+0.420), heart (+0.394), and consolidation (+0.383); right lung is the
only near-tie (0.847 vs. 0.841). Effusion and heart remain the weakest targets.
Figure 2 illustrates this: LocSAM3 places masks on the correct region across
effusion and pneumonia cases, while the baseline segments the wrong lung or the
whole field, though our boundaries are not always tight.

These gains are obtained without pixel-level masks during optimization. Be-
cause the mask decoder remains frozen, the results are consistent with improved
in-domain concept grounding and localization being converted into dense predic-
tions by SAM3’s pretrained segmentation prior. However, upstream representa-
tions also condition the decoder, so the improvement should not be attributed
exclusively to box localization.
Dependence on spatial prompts. Table 2 compares text-only and text+box
inference. For Medical-SAM3, removing the box reduces pathology mIoU from

https://kirellos-nashed.github.io/LocSAM3/
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Table 1. Text-only segmentation on the 10-class benchmark. Values are mean per-
instance IoU and Dice; n is the number of test instances. The pathology macro average
weights classes equally, whereas the weighted average weights test instances.

LocSAM3 Medical-SAM3

Category n mIoU Dice mIoU Dice

Anatomy
Left lung 110 0.826 0.890 0.593 0.635
Right lung 110 0.847 0.912 0.841 0.901
Heart 110 0.401 0.483 0.007 0.014
Overall 330 0.691 0.762 0.480 0.517

Pathology
Atelectasis 250 0.375 0.500 0.051 0.080
Cardiomegaly 765 0.767 0.866 0.007 0.014
Consolidation 74 0.405 0.528 0.022 0.038
Edema 623 0.428 0.555 0.242 0.336
Effusion 198 0.300 0.419 0.033 0.058
Opacity 187 0.426 0.559 0.006 0.012
Pneumonia 120 0.418 0.549 0.087 0.129
Macro average – 0.446 0.568 0.064 0.095
Instance-weighted avg. 2,217 0.526 0.643 0.085 0.123

Table 2. Effect of inference-time box prompting. For each model, the same checkpoint is
evaluated with text vs text with bounding box. Pathology results are instance-weighted.

Anatomy Pathology

Model Input mIoU Dice mIoU Dice

Medical-SAM3 Text only 0.480 0.517 0.085 0.123
Medical-SAM3 Text + box 0.620 0.726 0.400 0.529

LocSAM3 Text only 0.691 0.762 0.526 0.643
LocSAM3 Text + box 0.781 0.869 0.679 0.796

0.400 to 0.085, an absolute decrease of 0.315 and a relative decrease of 78.7%.
Its anatomy mIoU decreases from 0.620 to 0.480 (22.6% relative). This indicates
that the evaluated baseline is particularly dependent on explicit spatial guidance
for pathological targets. LocSAM3 also benefits from a box at inference, but
its prompt-removal gap is smaller. Pathology mIoU decreases from 0.679 to
0.526 (22.5% relative), while anatomy decreases from 0.781 to 0.691 (11.5%
relative). Moreover, text-only LocSAM3 exceeds Medical-SAM3 even when the
latter receives a box: 0.526 versus 0.400 on pathology and 0.691 versus 0.620
on anatomy. Thus, box-prompt dropout reduces, although it does not eliminate,
dependence on inference-time spatial guidance.
Limitations. First, the frozen mask decoder cannot directly adapt to radiograph-
specific boundaries. Second, tuning the dropout rate (r = 0.6) exclusively on
anatomy and applying it to pathology demonstrates out-of-the-box transferability,
but the lack of task-specific re-tuning remains a limitation. Third, the weaker
heart result under joint training indicates sensitivity to class imbalance or negative
transfer. Fourth, as all images originate from MIMIC-CXR, rigorous external
validation on out-of-distribution datasets is necessary before drawing broader
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deployment conclusions. Finally, while BBoxes represent a lower annotation
burden than masks, diffuse findings may still require expert localization.
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Fig. 2. Text-only predictions on three findings. LocSAM3 (blue) localizes the finding
in agreement with the reference (green), whereas Medical-SAM3 (red) mislocalizes or
floods the hemithorax. Boundary tightness remains imperfect (row 2).

6 Conclusion & Future Work

We presented LocSAM3, a mask-free adaptation of SAM3 for text-only anatomy
and pathology segmentation in chest X-rays. Using only BBox and concept-name
supervision, with no pixel masks at any point during training, the model learned
stronger in-domain localization; decoded by the pretrained SAM3 mask head,
this produced text-only masks that improved over a fully fine-tuned baseline.
The central ingredient is box-prompt dropout: withholding the box for a fraction
of training samples teaches the model to localize from text alone at inference.
LocSAM3 offers a practical, low-annotation-cost baseline for automated text-
to-pixel grounding in limited-resource medical settings. Future work will focus
on improving segmentation quality beyond localization, for example, through
partial adaptation of the pretrained SAM3 mask decoder, and on localization-
focused fine-tuning of Medical-SAM3 to better understand how localization and
segmentation performance interact.
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